Al Act Compact

Compliance, management & use cases in
corporate practice

by

Peter Hense
Rechtsanwalt, Leipzig

and

Tea Mustac
Mag. iur., Leipzig

Fachmedien Recht und Wirtschaft | dfv Mediengruppe | Frankfurt am Main



Bibliographical data of the German National Library
(Deutsche Nationalbibliothek)

The German National Library lists this publication in the German National Bibliography
(Deutsche Nationalbibliografie). Detailed bibliographical information is available online at
http://dnb.de.

ISBN 978-3-8005-1960-6

deIMediengruppe

© 2025 Deutscher Fachverlag GmbH, Fachmedien Recht und Wirtschaft, Mainzer Landstr. 251,
60326 Frankfurt am Main, buchverlag@ruw.de

www.ruw.de

This work and all its individual parts are protected by copyright law. Any unauthorized use out-
side the narrow limitations laid down by copyright law (Urheberrechtsgesetz) is unlawful and
liable for prosecution. This applies in particular to reproduction, editing, translation, microfilm-
ing and storage and processing in electronic systems.

Printing: WIRmachenDRUCK GmbH, 71522 Backnang

Printed in Germany




Preface

The first question you should ask yourself when building an Al system is; can
we do it without AI?
— Common Sense in Machine Learning

Our book is an early work, yet it encapsulates the essence of nearly three
years of intensive engagement with the EU Al Act. The insights and un-
derstandings that are succinctly gathered in the following pages of A/ Act
Compact stem from our long-standing involvement with machine learning
projects in research and development. From dynamic pricing and biometric
identification to social CRMs and systems for speech and emotion recog-
nition — we have dissected all these technologies at our tables. That is the
technical side. However, since 2021, we have focused on the specific Euro-
pean regulation of machine learning, which is today commonly referred to
as “artificial intelligence.”

The early organization of compliance along the Al supply chain for com-
panies and organizations worldwide compelled us to address topics such as
model disgorgement by the FTC, bias audits in New York, and the first com-
prehensive Al law, the Colorado Al Act, long before the official introduction
of the Al Act. Without our close network of colleagues from various disci-
plines around the globe, we would not have been able to comprehend and
respond to these developments, especially in light of the boom in generative
Al systems. But we were fortunate to count on good friends.

Partly out of curiosity, partly on assignment, but always with enthusiasm, we
have been involved with the IEEE in standardizing Algorithmic Bias Con-
sideration (P7003) since 2017, conducted Algorithmic Impact Assessments
as early as 2018, drafted the first Fundamental Rights Impact Assessments
just before the pandemic in 2020, and assisted with the first bias audits of
automated employment decision tools under New York’s Local Law 144 at
the end of 2022. In 2023, we reviewed banks’ automated credit scoring al-
gorithms to ensure discrimination-free practices and today, we are pioneers
in implementing Al management systems in accordance with ISO 42001.
Yet, faced with the sheer volume and diversity of the topic “artificial intel-
ligence,” we often feel like beginners. More than once, we had to revise our
assumptions and adjust our evaluations — technology law often lags behind
the technology itself.

This book is not about legal hair-splitting — for that, we felt the time was
too precious. Instead, we aim to create understanding and present practical
solutions for all those who design, develop, offer, and deploy high-risk Al
systems. Contrary to some wishful thinking, that includes quite a number of
organizations. With A7 Act Compakt, you receive a concise, informative, and
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personally tailored insight into what we derive from the Al Act. It incorpo-
rates thousands of hours of work and exchanges with colleagues from data
science, statistics, ML engineering, cybersecurity, sociology, standardiza-
tion, and law. We do not claim to know everything in every detail. However,
our readers can rely on the fact that what we write is well-considered and
often refined through discussions with other experts.

The Al Act is not a well-crafted law. It is riddled with peculiarities, linguis-
tic confusions, repetitions, gaps, and contradictions. But the main lines are
recognizable, and we have made every effort not to turn every linguistic
quirk into a legal elephant but to provide practical guidance that allows pro-
viders and deployers to take the right path.

And we have enjoyed the work — just as we enjoy our podcast “Reglnt:
Decoding Al Regulation,” where since 2023 we have been informing and
entertaining those interested in regulation, technology, and the backgrounds
of Al on a monthly basis. We have reviewed the available literature from
recent years and incorporated current research findings from 2020 to 2024
where they appeared relevant to understanding legislative terms and inten-
tions. The Al Act did not fall from the sky; it is based largely on these re-
search findings and societal developments — the lobbying of companies as
well as the engagement of civil society NGOs. Additionally, ongoing down-
stream integration of Al technologies continues to shape and refine regulato-
ry approaches worldwide.

We see significant added value in another focus area of our book: the stan-
dards, technical reports, and guidelines from ISO, IEC, IEEE, and CEN/
CENELEC. We even provide insights into those still in the non-public draft
stage. Why? Because without the specialized knowledge condensed in these
standards, the core requirements of the Al Act are difficult to understand.
Standardization has the advantage that legal, scientific, and humanities
stakeholders can rely on a common terminology and shared understanding.
Believe us: Knowledge of and from interdisciplinary standards is signifi-
cantly more important in the practical implementation of AI Act compliance
than reading the latest law journals.

And now, enjoy reading!
Leipzig, September 2024 Tea and Peter
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I. On the Scope

For, usually and fitly, the presence of an introduction is held to imply that
there is something of consequence and importance to be introduced.
— Arthur Machen

Before we can begin discussing the Al Act and its expected practical conse-
quences for anyone developing or deploying an “Al system”, it is essential
to clarify the scope of the Al Act as opposed to the scope of this book. This
distinction is crucial because the Act itself is way too broad to be covered
comprehensively. At least not without writing several sequels of the Al Act
Compact book series.

Furthermore, it is essential to emphasize that this book serves as a practical
handbook. Every single chapter in this book could merit its own doctoral
thesis if we were to explore the theoretical and philosophical nuances, as
well as legal and technical discussions associated with the underlying topics.
That is not our goal here. Instead, we aim to transform something highly
abstract into something graspable, understandable, and, most importantly,
implementable. Therefore, though some nuances and discussions will be
mentioned, that is not the primary purpose of this book. Finally, the views
presented here are not (nor do they aim to be) comprehensive. Now that we
have clarified this, we can begin.

1. The Scope of the AI Act
a. On Al Systems
(1) Introduction

After multiple conceptual changes to the definition, the Al Act was finally
based on the OECD definition of an Al system. This is problematic for sev-
eral reasons, starting with the fact that adopting this definition, intentionally
or not, broadens the scope of an already very broad definition. Furthermore,
the OECD definition was never intended to serve as a legal definition but
rather as a programmatic statement typical of public policymaking. This
makes it per se too vague to be one. Nonetheless, Article 3(1) of the Al Act
now defines an “Al system” as:

— A machine-based system
— Designed to operate with varying levels of autonomy
— That may exhibit adaptiveness after deployment,
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— That infers from its inputs how to generate outputs such as predictions,
content, recommendations, or decisions, and

— That can influence physical or virtual environments.

Recital 12 attempts to provide some clarity on the matter by stating that,
firstly, autonomy is to be understood as some degree of independence of
the AI system from the human operator. However, this clarification fails
to consider that most systems today possess at least a minimum degree of
independence associated with process automation. Just think of your spam
filter. Yes, of course, we can go check the spam filter and see what the algo-
rithm has sorted out as “spam”. We can also choose to override the algorith-
mic label. However, the main point is that the algorithm independently sort-
ed an incoming email into the spam folder, which also means you saw the
email five days later than you would have otherwise. Not to say that anyone
is complaining, as this situation is still preferable to receiving all the spam
emails in our regular folder. Still, if any degree of autonomy is sufficient to
satisfy this criterion, then it may very well be the case that even very simple
programs we have been using for years, or even decades, fulfil it.

Secondly, in terms of adaptiveness, Recital 12 clarifies that it refers to
self-learning capabilities, which allow the system to change while in use.
Here, one might be tempted to sigh in relief as many systems do not have
such capabilities. However, this is where the Al Act definition crucially de-
viates from that of the OECD one making the material scope of the Al Act
virtually unlimited. While the OECD definition demands that Al systems be
adaptive, the Al Act merely states that these systems “may exhibit adap-
tiveness”, meaning that they do not necessarily have to. To continue with our
previous example, this implies that even our old-school spam filters, which
do not improve over time and initially sort our emails automatically, still
fall within the definition, as adaptiveness is apparently not a decisive factor.

The third criterion is also clarified in the Recital. Inferences should be in-
terpreted in light of development techniques that enable inference, which
include “machine learning approaches that learn from data how to achieve
certain objectives, and logic- and knowledge-based approaches that in-
fer from encoded knowledge or symbolic representation of the task to be
solved.” Furthermore, inferences are not a specific feature of artificial in-
telligence, but a general process used in many fields of science, philosophy,
and daily life, such as in statistical calculations or medical diagnoses. In-
ferences, according to the internationally conception of the term,! are used

1 A comprehensive analysis of inferences and algorithmic decisions in light of European
fundamental rights law can be found in Wachter/Mittelstadt, A Right to Reasonable In-
ferences: Re-Thinking Data Protection Law in the Age of Big Data and Al, Columbia
Business Law Review, 2019(2), p.494-620.
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to draw conclusions from data and models, for example, in predicting out-
comes or classifying data. In machine learning, the inference phase is when
the trained model is used to make new predictions or decisions. While this
specific application is technical, the underlying process of reasoning exists
in many other scientific and practical disciplines. Unfortunately, this again
fails to serve as a distinctive criterion between many traditional systems
used since the nineties and an “Al system”.

The fourth component, which involves influencing the Al system’s envi-
ronment is not further clarified. However, it is fairly safe to say that in-
tegrating any kind of system into anything will necessarily influence that
system’s environment. The environment is to be understood as “the contexts
in which the Al systems operate, whereas outputs generated by the Al system
reflect different functions performed by Al systems”. This can encompass
anything. Because, as soon as we implement a system into existing process-
es, we do so precisely to influence those processes by making them more
efficient, simpler, faster, user friendly, etc. Furthermore, when humans use
an Al system for any given purpose the Al system will at the very least steer
the human thought process, thus, also exerting influence over it. Since there
is no other threshold associated with the condition, such as the influence
being decisive or even just major, this criterion can be considered fulfilled
by any system automating any part of any process, as it will always influ-
ence at least that one part of the process.

One straw to grasp upon here is the part of Recital 12 that states that Al
systems are and should be observed separately from simpler traditional
software systems or programming approaches. Meaning that they should
not cover systems based on rules defined solely by natural persons to auto-
matically execute operations. At least here one can argue that our spam filter
is not Al so long as someone hardcoded all the “trigger words” that result in
an email being designated as “spam”. Needless to say, no one actually does
that anymore.

Finally, there has been a lot of theoretical discussions about this definition
and its delimitation. Some present novel and somewhat creative criteria for
differentiating between fraditional systems and Al systems, while others re-
interpret parts of the previously analysed definition to allow for reasonable
delimitation from a business perspective or even include use-case examples
and their thorough examinations.> While all these contributions are useful,
we present a different and much more efficient approach:

Whenever you have to break your head over whether you are dealing
with an Al system in the sense of the AI Act, you most likely are.

2 See, for example, Wendehorst et al., Der Begriff des ,,KI-Systems* unter der neuen KI-
VO, MMR 2024, p.605-614.
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Many may be unhappy with or surprised by our simple interpretation. How-
ever, we consider it useful for several reasons:

— Any guidelines from the Commission based on Article 96 of the Al Act
or from authorities on what is or is not an Al system will take a while to
become available.

— Not all AI systems are subject to all the obligations under the AI Act, so
wasting too much time on this question might be counterproductive.

— Designating your system as an Al system will also allow you to market
your system as an “Al system”, which tends to sell better than a plain
old traditional software system.

— Furthermore, there are already other, very concise and standardized defi-
nitions of what an “Al system” is from an engineering perspective that
support our view (more on this below).

Finally, there are also Al systems that, although they fall under the definition
of an Al system, are not regulated under the Al Act. These exceptions are
mentioned in Article 2 and include:

— Al systems that are neither placed on the market nor put into service in
the Union, if their outputs in the Union are used exclusively for military,
defense, or national security purposes (Article 2(3)),

— Al systems used by authorities in third countries or international organi-
zations as part of international cooperation or international agreements in
the field of law enforcement and judicial cooperation with the Union or
with one or more Member States (Article 2(4)),

— Al systems or Al models, including their outputs, developed and deployed
solely for the purpose of conducting scientific research (Article 2(6)).

(2) A Deeper Dive: Qualitative and Quantitative Aspects of AI Systems

After this brief introduction to the topic, we would like to contribute some
necessary and helpful impulses to the current debate derived from legal sys-
tematicity, technology, and business process modelling. The limitations on
the unclear wording of the term “Al system”, supposedly clarified in Re-
cital 12, must be viewed critically. Not only from a temporal perspective,
where they read like an appeal to the legislator, to change what has already
been done, but also in light of the clear case law of the CJEU. Most recently,
in case C-307/22 (Judgment of 26 of October 2023 — DW v. FT, para. 44),
the court held that “the preamble to an act of EU law has no binding legal
force and cannot be relied on either as a ground for derogating from the ac-
tual provisions of the act in question or for interpreting those provisions in a
manner that is clearly contrary to their wording.”
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In light of this clear limitation on the normative force of recitals, Recital
12 seems ambitiously formulated. This raises the question of whether the tri-
logue intentions of some stakeholders, aimed at counteracting an (arguably)
overly broad definition of the term “Al system,” can have any practical rel-
evance. Particularly, the negative differentiation from “traditional systems”,
which are themselves not further described in the recitals, provides a strong
indication that, upon closer inspection, the definition in Article 3(1) encom-
passes a surprisingly wide range of existing systems. Including applications
and processes that would hardly claim the rather glamorous title of “Artifi-
cial Intelligence” for themselves.® Therefore, instead of puzzling over the
incoherent result of a rushed legislative process, one should focus on the
systematic context of the norm when interpreting the term. This has also
recently been confirmed by the CJEU in its judgment of June 22, 2023 (C-
579/21 — Pankki S, para. 38), stating that “the interpretation of a provision
of EU law requires that account be taken not only of its wording, but also
of its context and the objectives and purpose pursued by the act of which it
forms part.”

Based on this systematic approach, the CJEU has also previously been will-
ing to close identified legal protection gaps in order to maintain a high lev-
el of protection for citizens subject to the law. For example, in Judgment
of the 7 of December 2023, C-634/21 — OQ v. Land Hessen and Schufa,
para. 61 the CJEU stated that “in circumstances such as those at issue in
the main proceedings, in which three stakeholders are involved, there would
be a risk of circumventing Article 22 of the GDPR and, consequently, a
lacuna in legal protection if a restrictive interpretation of that provision
was retained...” Furthermore, this decision also makes apparent the par-
allels between protection against automated decision-making and the vari-
ous protective considerations embedded in the Al Act. For example, the Al
Act explicitly demands a high level of protection for safety, health, and all
fundamental rights enshrined in the Charter of Fundamental Rights of
the EU. This goal is to be achieved through the use of trustworthy Al, as
described by the Independent High-Level Expert Group on Artificial In-
telligence (HLEG Al) in the “Ethics Guidelines for Trustworthy AI” from
2019, which were also highlighted in Recital 27 of the Al Act. Therefore,
the term “Al system” should also be interpreted in light of the protective in-
tention of the Al Act, especially since “Artificial Intelligence” means many
things to many people.

3 For a critical analysis of the term Al, see Lanier, There Is No A.1., New Yorker, 20™ of
April 2023, https://www.newyorker.com/science/annals-of-artificial-intelligence/there-
is-no-ai (Last accessed in August 2024).
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The HLEG Al, in addition to their Ethics Guidelines, published a paper in
April 2019,* which addressed the question of what constitutes an Al sys-
tem. Although this publication may only be considered as illustrative of the
context of the legislative process, it can be assumed, given the legislator’s
clear reference to the work of this expert commission in Recital 27, that
their findings will have some influence on the judicial interpretation of
the term “Al system”. Even more so as the system definition provided by
the HLEG Al forms the foundation for the “Principles for Trustworthy and
Ethical AI” adopted by the legislator in Recital 27.

The mentioned publication refers to the wording used by the Commission in
its European Commission’s Communication on Al:

“Artificial intelligence (Al) refers to systems that display intelligent
behaviour by analysing their environment and taking actions — with
some degree of autonomy — to achieve specific goals. Al-based sys-
tems can be purely software-based, acting in the virtual world (e. g.
voice assistants, image analysis software, search engines, speech and
face recognition systems), or Al can be embedded in hardware de-
vices (e.g. advanced robots, autonomous cars, drones, or Internet of
Things applications).””

For the purposes of our handbook, we will forgo a detailed analysis of the
psychological and cognitive foundations of what constitutes “intelligence,”
leaving such considerations to experts in the field.® Instead, we will focus
solely on the outcome, namely the definition of Artificial Intelligence Sys-
tems by the HLEG Al:

“Artificial intelligence (A1) systems are software (and possibly also
hardware) systems designed by humans that, given a complex goal,
act in the physical or digital dimension by perceiving their environ-
ment through data acquisition, interpreting the collected structured
or unstructured data, reasoning on the knowledge, or processing the
information derived from this data, and deciding the best action(s)
to take to achieve the given goal. Al systems can either use symbolic
rules or learn a numeric model, and they can also adapt their be-

4 Communication from the Commission to the European Parliament, the European Coun-
cil, the Council, the European Economic and Social Committee and the Committee of
the Regions on Artificial Intelligence for Europe, Brussels, 25.4.2018 COM (2018) 237
final.

5 Communication from the Commission to the European Parliament, the European Coun-
cil, the Council, the European Economic and Social Committee and the Committee of
the Regions on Artificial Intelligence for Europe, Brussels, 25.4.2018 COM (2018) 237
final.

6 Van Rooij et al., Reclaiming Al as a theoretical tool for cognitive science, 2024, Preprint:
https://doi.org/10.31234/0sf.io/4cbuv.
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haviour by analysing how the environment is affected by their previ-
ous actions. As a scientific discipline, Al includes several approaches
and techniques, such as machine learning (of which deep learning
and reinforcement learning are specific examples), machine reason-
ing (which includes planning, scheduling, knowledge representa-
tion and reasoning, search, and optimization), and robotics (which
includes control, perception, sensors, and actuators, as well as the
integration of all other techniques into cyber-physical systems).”

This definition has a particular narrative charm, standing in stark contrast
to the cumbersome, almost mechanical sequence of words found in Arti-
cle 3(1) of the Al Act. It provides an alternative, multidimensional, inter-
disciplinary approach to the concept of “Artificial Intelligence,” and unlike
the one that became law, it also displays a logical and hierarchical structure.
The composition of the High-Level Expert Group on Al apparently ensured
a level of technical quality that was sacrificed to more trivial interests during
the legislative process.

On the other hand, artificial intelligence has also been a topic for engineer-
ing and standardization organizations like ISO (International Organiza-
tion for Standardization), IEC (International Electrotechnical Commission),
and IEEE (Institute of Electrical and Electronics Engineers) long before it
garnered the attention of legal professionals. With the sobriety and preci-
sion typical of practicing scientists, the ISO/IEC 22989:2022 (Information
technology — Artificial intelligence — Artificial intelligence concepts and
terminology) defines the term “Al system” under 3.1.4 as an “engineered
system that generates outputs such as content, forecasts, recommendations
or decisions for a given set of human-defined objectives.” Keeping things
simple, seems to be the general consensus of the experts involved in stan-
dard-setting. Focusing on the essentials and on the technological core of the
debate reveals the strength of this definition. Further considerations, which
are relevant but not essential to the definition itself, can be found in the
“notes to entry”:

Note 1 to entry:

“The engineered system can use various techniques and approaches
related to artificial intelligence to develop a model to represent data,
knowledge, processes, etc., which can be used to conduct tasks.”

Note 2 to entry:

“Al systems are designed to operate with varying levels of automa-
tion.”

At this point, attentive readers will pause and recall that this sentence ap-
pears in a similar form in both the OECD definition and Article 3(1) of the
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Al Act, but with one very important difference. Instead of “varying levels of
autonomy,” which is the wording of the AI Act definition, the norm refers
to “automation.” Why? A possible and not necessarily flattering answer for
those involved in the legislative process can be found in the previously cited
ISO/IEC 22989 under section 5.13, “Autonomy, heteronomy and automa-
tion,” and the note found in the quoted Section:

“In jurisprudence, autonomy refers to the capacity for self-gover-
nance. In this sense, ‘autonomous’is also a misnomer as applied to
automated Al systems, because even the most advanced Al systems
are not self-governing. Rather, Al systems operate based on algo-
rithms and otherwise obey the commands of operators. For these
reasons, this document does not use the popular term autonomous to
describe automation.’”

Autonomy, often featured in works of science fiction as self-determined
actions of technical systems, does not exist in this form in technological
reality. However, there are various levels and forms of automation that can
influence processes and decisions to varying degrees. In light of these tech-
nological realities, one can reasonably assume that a responsible legislator
is committed not to fiction, but to shaping the real world. It is therefore
reasonable to interpret the term “autonomy” in the context of the Al Act as
“automation.”

This rational interpretation is particularly supported by the fact that the
legislator demands a high level of protection for any form of automation
of decisions concerning people, as soon as these have practical relevance.
The CJEU extensively discussed this in the aforementioned case C-634/21,
significantly expanding the scope of the prohibition on automated deci-
sion-making under Article 22 of the GDPR. A special focus was given to
multi-layered cases, where multiple subprocesses lead to a final decision and
individual partial scores sequentially influenced each other.” This applies,
for example, to automated creditworthiness assessments, performance opti-
mization, and load balancing of cloud-based applications by microservices,
or even recommendation engines of streaming services and social networks.

Once the decisions made by these automated (sub-)systems concerning nat-
ural persons exceed a certain threshold of significance and fall within the
scope of Article 22 of the GDPR, a decision-making process unfolds that
is not passively integrated but actively impacts all elements relevant with-
in this process. In the context of such systems, legal practitioners working
with the Al Act face significant logical and practical challenges, particular-

7 For more, see Veale/Binns, “Is that your final decision? Multi-stage profiling, selective
effects, and Article 22 of the GDPR”, International Data Privacy Law, 11 (4), 2021,
p-319-332, https://doi.org/10.1093/idpl/ipab020.
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ly since creditworthiness assessments are typically classified as “High-Risk
Al systems” and therefore must be developed, implemented, and monitored
with great care.

In this complex landscape, a central question arises, that is of utmost im-
portance for the affected parties: Must each subsystem that contributes to
the final decision through automated preliminary processes, and possibly
even “significantly directs” it (CJEU C-634/21, para. 62), be classified as an
independent “Al system”? Or rather, should the pre-, main-, and post-pro-
cessing be considered as a unified, overarching system that connects the
various subsystems into an organic whole — essentially a technical collec-
tive — whose individual parts collectively produce the final decision, which,
according to the chosen definition in Article 3(1), can affect physical or vir-
tual environments?

The consequences of the answer to this question are of considerable signifi-
cance. If each subsystem were to be classified as an independent Al system,
each would also fall under the comprehensive obligations of Chapter 3 of
the Al Act, including stringent conformity assessments and reporting obliga-
tions. This would also mean that each subsystem would need to undergo in-
dividual evaluation, significantly increasing compliance efforts and costs.

If, on the other hand, one adopts a functional understanding of the term
“Al system” based on its final purpose, a single overarching conformity
assessment could suffice. However, in this case, particularly in processes
organized by a stringent division of labor — such as those discussed by the
CJEU in case C-634/21 — significant technical, organizational, and legal
coordination between the involved parties would be necessary to achieve
and demonstrate compliance. The involved parties would need to harmonize
their actions and (sub-)systems, and also share responsibility to ensure that
the decision-making process, as a unified and integrated system, meets the
requirements of the Al Act. It is now the task of science, jurisprudence, and
practice to find a meaningful balance between a view that is too fragmented
and one that is incredibly complex in its functional scope.

Finally, regardless of the answer to the question of whether something is or
is not a single or multiple Al systems and of the technical complexity of that
system, what matters most is the purpose for which it is used. Classifying
a system as an Al system does therefore not inherently mean that all is lost,
and compliance is impossible. It merely serves as an entry ticket to further
classification rounds prescribed by the AI Act. Of particular importance
here is Article 6, which imposes strict quality requirements on high-risk Al
systems. These stringent regulations are intended to ensure that such sys-
tems serve the overarching goal: the establishment of trustworthy Al “made
in Europe.” There is little to object to this goal.



